
Converged for Ultimate Simplicity and Performance

FusionCube For Cloud
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Solution Highlights

Customer Benefits

Typical Configuration

Huawei FusionCube For Cloud is an IT platform based on a 

hyper-converged architecture. It complies with open architecture standards, 

converges compute and storage, and preintegrates distributed storage 

engines, virtualization, and cloud management software, allowing for 

resource on-demand provisioning and linear expansion.

FusionCube for Cloud supports different hardware configurations 

requirements of different services for compute, storage, and I/O resources. 

The FusionCube HCI applies to cloud computing scenarios and is an ideal 

choice for deploying the IT infrastructure of cloud data centers.

The FusionCube For Cloud allows for one-stop delivery and home appliance-like installation via preintegration and preoptimization. Users can roll 

out services as soon as the system goes live, gaining unprecedented deployment speeds. O&M personnel can deploy services by simply clicking the 

mouse on the GUI. Simplified O&M allows you to focus more on service innovation and development.

Hyper-Converged Architecture for Diverse Service Infrastructure Platforms

Fast Service Rollout via Automated Installation and Deployment

The unified management system of the FusionCube For Cloud allows access to all physical and virtual resources in FusionCube, including 

switches, virtual machines (VMs), and storage volumes in one or multiple chassis. In addition, the system management software supports 

automatic hardware discovery and configuration. To expand a cloud platform, you only need to add new nodes, connect their cables, and power 

them on.  In this way, the FusionCube For Cloud improves resource utilization and reduces follow-up O&M costs by up to 30%. The easy O&M 

enforces lower requirements on IT management personnel.

Agile and Convenient O&M over a Unified Platform

The built-in distributed storage engines virtualize all local FusionCube For Cloud storage resources into a storage resource pool, a cluster 

consisting of multiple nodes in a distributed architecture. This cluster architecture makes the service system free from performance and bandwidth 

bottlenecks caused by a traditional RAID controller while providing high availability and scalability. 

Data is striped and stored across all of the built-in hard drives or SSDs, improving both storage utilization and performance. Advanced storage 

features, such as thin provisioning and linked clone, enable future-expandable planning and on-demand linear capacity expansion, greatly 

reducing initial investment.

High-Speed Distributed Storage Engines Eliminate Performance Bottlenecks

Ultimate Performance

• Distributed storage engines improve I/O performance by 3x to 5x 

• Supports NVMe SSDs, further improving storage performance 

• Integrated and optimized for VDI and virtualization scenarios 

• Hardware-software synergy for higher application performance

• Compute, storage, and network all-in-one, enabling one-stop delivery 

• Hardware comes preinstalled, preconnected, and is transported with all 

components in position 

• Preintegrates a cloud computing virtualization and management platform

• Automatic hardware discovery and parameter configuration 

• Unified platform for managing physical and virtual resources

• Multiple data safeguarding mechanisms, delivering up to seven-nines 

(99.99999%) data reliability 

• VMs capable of intelligent self-healing

• One of the industry’s few first to support cabinet-level security; 

with Huawei-unique cabinet-level data distribution technology, 

tolerating cabinet-wide faults 

• Automatically isolates faulty hard drives and rebuilds data

Simplified Management

Always-On Services

FusionCube  2000

Application
scenarios

Model

Node
specifications

Network

Storage

Management
software

Virtualization
software

Dimensions

Power
consumption

Remarks

4U
(175 mm x 447 mm x 898 mm)

Up to 2,400 W per chassis

Virtualization, cloud, hybrid workloads, VDI

2S compute node: (2 CPU, 24 DDR4 DIMMs, 2 GPUs)

4S compute node: (4 CPU, 48 DDR4 DIMMs)

2S compute storage node-AF: (2 CPU, 24 DDR4 DIMMs, 12 NVMe SSDs / 12 SAS SSDs)

2S compute storage node-HY: (2 CPU, 24 DDR4 DIMMs,1 GPU,  2 NVMe SSDs, 12 SAS HDDs)

Support Server：2288H V5/1288H V5/2488 V5/2488H V5

10GE

2U
(86 mm x 447 mm x 748 mm)

Up to 12,000 W per cabinet
(up to 1,200 W per node)Up to 6,000 W per chassis

2U
(436mm*86.1mm*805mm)

Up to 2,000 W per chassis

Customizable configuration, with memory, hard drive, switch, cabinet and other optional accessories

FusionCube distributed block storage

FusionCube Center

FusionSphere 6.3 or later

12U
(442mm(W)*530mm(H)*840mm(D)）

FusionCube 2000
2U 1-node
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